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ATakn obxoga: O630p




ATakn obxoga: Npumep

€) github.com/qwagoro/ML-Talk
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Moaxon: Fast Gradient Method [arXiv:1412.6572]



https://arxiv.org/abs/1412.6572

ATakum obxoga: BnnaHme

. C I—chb MHI CUCTEM Be p % Cb MKaumnm Fundoscopy Chest X-Ray Dermoscopy

Absent/mild DR Moderate/Severe DR Normal Pneumothorax Nevus Melanoma

- O6x04 PUNBTPOB:
- AHTUBUPYCOB
- CcrnamM-eounNbTPOB
- PUNbTPOB pPeK1aMbl

[arXiv:1804.05296]
- YIrpoXKatroLine XM3HM cCUTyaLlnin.

_ HeBe p Hble ,D.Vl aArHo3bl Attacker <attacker@bk.ru> ¥ Attacker <attacker@bk.ru> ¥
e 7
- HeBePpHble pelleHUNH

Victim@victim.com oy Victim@victim.com ¥
aBTOMWOTA —

So I'm the hacker who cracked your e mail
You entered your password on one of the sites

This is the password from

Obviously you can can change it, orperhaps



https://arxiv.org/abs/1804.05296

ATakm obxona: 3amTa

- YenoBeyecknimt KOHTPOIb

. OrpaqueHme YN CJ1a 3alrpocoB K MOOEJTN

- Detector:

[JononHuTeNnbHas MoAdenb N9 OLUEHKM BPEOOHOCHOCTM 3K3EeMIMJIAPOB
- Adversarial training:

Oby4yeHMre Moaenm Ha BPeOoOHOCHbIX 3K3eMMadapax

- Defensive distillation



ATaKWM BblBOpavymnBaHWa mogenun: O630p

HET



ATaKWM BblBOpPaydMBaHMA Mogenu: [pnumMep

) github.com/qwgoro/ML-Talk

Moaxon: MIFace [DOI:10.1145/2810103.2813677]


https://dl.acm.org/doi/10.1145/2810103.2813677

ATaKWM BblIBOpPaydMBaHMA Mogenun. BnmaHue

YTeuka OaHHbIX:

- Cooep>xmMMoe OOKYMEHTOB
- MegMuUMHCKKMeE 3anmncum

- [Maponwu

- PIN Koabl

Prefix

East Stroudsburg Stroudsburg...

Horpo ration S|l Ccentre

Marine Parade Southport

[arXiv:2012.07805]
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https://arxiv.org/abs/2012.07805

ATakn mnasnedeHuna mogenn: O63op & BnmnaHume

- HapylueHue npaBa MHTeNEeKTyalbHOM COBCTBEHHOCTU
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ATaKWN U3BJ/1e4YeH NS / BblIBOPa4YMNBaHNNA MOOETIN. 3aLlnmTa

- Model retraining
- Post-processing

- Bbi6op crydarHOM MOAeNn U3 HECKOMbKUX PAa3NMNYHbIX MoOenem

12



Adversarial Robustness Toolbox

() github.com/Trusted-Al/adversarial-robustness-toolbox

Attacks
Defences
Estimators
Evaluations
Metrics

Data generators

from art.attacks.inference.model inversion import MIFace
X_average = np.zeros((1@, 28, 28, 1)) + np.mean(x_test, axis=08)

attackInversion = MIFace(classifier, max_iter=25000, threshold=1.8, batch_size=106, window_length=128)
inverted = attackInversion.infer(x_average, y=np.arange(10))

Model inversion: 100% [ 10/10 [10:13<00:00, 61.38s/if]

from art.attacks.evasion import FastGradientMethod

# Generation of adversarial examples
attackEvasion = FastGradientMethod(estimator=classifier, eps=0.2, batch _size=64)
x_adv = attackEvasion.generate(x_test)

# Predicting and evaluating accuracies of

predictions = (classifier.predict(x_test), classifier.predict(x_adv))
accuracies = (np.sum(np.argmax(predictions[8], axis=1) == np.argmax(y_test, axis=1)) / len(y_test),
np.sum(np.argmax(predictions[1], axis=1) == np.argmax(y_test, axis=1)) / len(y_test))

print(f"Accuracy of predictions (initial data): {accuracies[@] * 100} %")
print(f"Accuracy of predictions (adversarial): {accuracies[1] * 1ee} %")

Accuracy of predictions (initial data): 98.16 %
Accuracy of predictions (adversarial): 41.88 %

predictions on both initial data samples and adversarial ones

13



[ART] ATakn n3BnedyeHuMa Mooenu: lNnpmmep atakm

() github.com/gwgoro/ML-Talk

from art.attacks.extraction import CopycatCNN
# Training a substitute model based on the target model
attackExtraction = CopycatCNN(classifier, batch_size fit=16, batch_size_query=18, nb_epochs=18, nb_stolen=108)

extracted = attackExtraction.extract(x_test, thieved_classifier=res)

Train on 100 samples

Epoch 1/10

100/100 [ ] - ©s 2ms/sample - loss: 2.2616 - accuracy: 0.1500
Epoch 2/18

100/100 [ ] - @s 748us/sample - loss: 2.8509 - accuracy: ©.2600
Epoch 3/10

1ee/100 [ ] - @s 658us/sample - loss: 1.7601 - accuracy: ©.4600
Epoch 4/10

180/100 [ ] - ©s 658us/sample - loss: 1.4344 - accuracy: ©.5800
Epoch 5/10

100/100 [ ] - @s 702us/sample - loss: 1.16@8 - accuracy: ©.6700
Epoch 6/18

1808/100 [ ] - @s 7@7us/sample - loss: ©.9168 - accuracy: ©.7400
Epoch 7/18

100/100 [ ] - ©s 804us/sample - loss: ©.7963 - accuracy: 0.7500
Epoch 8/18

100/100 [ ] - @s 7@0us/sample - loss: ©.6875 - accuracy: 0.7900
Epoch 9/18

100/100 [ ] - ©s 57@us/sample - loss: ©.6211 - accuracy: ©.8100
Epoch 18/10

1e0/100 [ ] - ©s 619us/sample - loss: ©.5331 - accuracy: 0.8100

# Making predictions with use of both original and extracted versions of the t model and evaluating their similarity

victim_predictions = np.argmax(model.predict(x_test), axis=1)
thieved_predictions = np.argmax(extracted.predict(x_test), axis=1)
accuracy = np.sum(victim_predictions == thieved_predictions) / len(victim_predictions)

print(f“Similarity of predictions: {accuracy * 1ee} %")

Similarity of predictions: 69.31 %

Mopgxon: Copycat CNN [arXiv:1806.05476]


https://arxiv.org/abs/1806.05476

Counterfit

) github.com/Azure/counterfit

/content/counterfit# python counterfit.py

— ] W
& WETSE W T N S TdT T
WAT PV eSS W O W

W ol P
. B IN g TR TIN I T T TN

/
\

Version: 1.0.0

counterfit> list targets

Name Model Type Data Type Input Shape # Samples Endpoint Loaded
creditfraud BlackBox tabular (30,) (not loaded) creditfraud sklearn pipeline.pkl False
digits_blackbox | BlackBox image (1 28, 28) (not loaded) mnist sklearn pipeline.pkl False
digits_keras keras image (28; 28; 1) (not loaded) mnist model.h5 False
movie reviews BlackBox text 51 0 (not loaded) movie reviews sentiment analysis.pt False
satellite BlackBox image (3, 256, 256) (not loaded) satellite-image-params—-airplane-stadium.h5 False

counterfit> list frameworks

Framework # Attacks

art (not loaded)
augly (not loaded)
textattack (not loaded)

15



Counterfit

) github.com/Azure/counterfit

counterfit> list attacks

RAaimAdarvhttaclk

R1arkRAw

Fwacinndttaclk

imar

Name Category | Type Tags Framework
A2TYo02021 BlackBox EvasionAttack text textattack
BAEGarg2019 BlackBox EvasionAttack text textattack
BERTAttackLi2020 BlackBox | EvasionAttack text ccpam tavtat+asl
CLARE2020 BlackBox | EvasionAttack text| CarliniLOMethod

CheckList2020 BlackBox | EvasionAttack text| CarliniLInfMethod
DeepWordBugGao2018 BlackBox | EvasionAttack text| CopycatCNN
FasterGeneticAlgorithmJia2019 BlackBox | EvasionAttack text DeepF901
GeneticAlgorithmAlzantot2018 BlackBox | EvasionAttack text| ElasticNet ' )
HotFlipEbrahimi2017 BlackBox EvasionAttack text Funct}onallyEqulvalentExtractlon
IGAWang2019 BlackBox | EvasionAttack text| HopSkipJump
InputReductionFeng2018 BlackBox | EvasionAttack text| KnockoffNets

Kuleshov2017 BlackBox | EvasionAttack text| LabelOnlyDecisionBoundary
MorpheusTan2020 BlackBox | EvasionAttack text| MIFace

PS0zang2020 BlackBox | EvasionAttack text| NewtonFool

PWWSRen2019 BlackBox | EvasionAttack text Pro;ectedGradlentDescentCommon
Pruthi2019 BlackBox | EvasionAttack text SéllencyMapMethod
Seq2SickCheng2018BlackBox BlackBox IntegrityAttack text SlmB? .
TextBuggerLi2018 BlackBox | EvasionAttack text| SpatialTransformation
TextFoolerJdin2019 BlackBox | EvasionAttack text| UnilversalPerturbation

VirtualAdversarialMethod
Wasserstein

Blur

Brightness
ChangeAspectRatio
ClipImageSize
ColorJditter

Contrast

WhiteBox
WhiteBox
BlackBox
WhiteBox
WhiteBox
BlackBox
BlackBox
BlackBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
WhiteBox
BlackBox
BlackBox
BlackBox
BlackBox
BlackBox
BlackBox

EvasionAttack
EvasionAttack
ExtractionAttack
EvasionAttack
EvasionAttack
ExtractionAttack
EvasionAttack
ExtractionAttack
InferenceAttack
InferenceAttack
EvasionAttack
EvasionAttack
EvasionAttack
EvasionAttack
EvasionAttack
EvasionAttack
EvasionAttack
EvasionAttack
CommonCorruption
CommonCorruption
CommonCorruption
CommonCorruption
CommonCorruption
CommonCorruption

image,
image,
image
image,
image,
image,
image,
image,
image,
image,
image,
image,
image,
image
image,
image
image
image
image
image
image
image
image
image

tabular
tabular

tabular
tabular
tabular
tabular
tabular
tabular
tabular
tabular
tabular
tabular

tabular

art
art
art
art
art
art
art
art
art
art
art
art
art
art
art
art
art
art
augly
augly
augly
augly
augly
augly
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[Counterfit] ATakmn obxoga: lNpumep

O github.com/gwgoro/ML-Talk

digits blackbox> use HopSkipJump

[+] New HopSkipJdump (419f7593) created
[+] Using 419f7593

digits blackbox>419f7593> set --sample index 1 —--max eval 1500 —--max iter 10

digits blackbox>419f7593> run

[-]1 Running attack HopSkipJump with id 419f7593 on digits_blackbox)

[-]1 Preparing attack...
[-] Running attack...

Success Elapsed time Total Queries

1/1 0.7 2390 (3504.1 query/sec)
Input Adversari..

Sample Label Label Max Abs

Index (conf) (conf) Chg. Adversarial Input

1 0 6 (0.9809) 4.7776 counterfit/targets/digits blackbox/results/419f7593/digits blackbox-f03b8b22-f
(1.0000)

[+] Attack completed 419f7593 (HopSkipJump)

Moaxoa: HopSkipdump [arXivi1904.02144]

17


https://arxiv.org/abs/1904.02144

[Counterfit] ATakmn obxoga: lNpumep

O github.com/gwgoro/ML-Talk

BpepoHocHasda
M3Ha4vanbHoOEe Pen
BepCUS
n3obparkeHne
N306paKEHUNS

O 0
4 Vi
AP

PasHunua
(NpeyBennyeHa)

N3Hau.
Kflacc

M3Ha4vanbHaga Torosbin Torosaga
YBEPEHHOCTb K/lacc YBEPEHHOCTb
100% S 98%
100% 8 56%
100% 4 73%
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MoykeT 6bITb MHTepecHO 3

- Konnabopauumsa Google, OpenAl, Apple, Stanford, Berkeley 1 Northeastern University:
3BneyveHme TPEHMPOBOUYHbIX AaHHbIX U3 A3bIKOBbIX MOAeNen +
OEMOHCTpauna atakn Ha GPT-2

- P arXiv:2012.07805

- MIT:
JeMOHCTpPaLUMa NPUCYTCTBUA BPEOOHOCHbLIX 3D 3K3eMnIapoB B $M3NYECKOM MUpe +
OEMOHCTpPaUMS aTak obxoda NpoTMB HeMpoceTen, pa3pabdboTaHHbIx Google

- FarXiv:1707.07397
- FarXiv:1804.08598
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https://ai.googleblog.com/
https://openai.com/
https://machinelearning.apple.com/
https://cs.stanford.edu/
https://cs.berkeley.edu/
https://www.ccs.neu.edu/
https://arxiv.org/abs/2012.07805
https://arxiv.org/abs/1707.07397
https://arxiv.org/abs/1804.08598

Q @qgwqgoro
O gwqgoro/ML-Talk
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